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Abstract

The compressed pattern matching problem is to locate the occurrence(s) of a pattern
P in a text string T using a compressed representation of T, with minimal (or no) decom-
pression. In this paper, we provide on-line algorithms for solving both the exact pattern
matching problem and the k-approximate matching problem directly on BWT compressed
text. The BWT provides a lexicographic ordering of the input text as part of its inverse
transformation process. Based on this observation, pattern matching is performed by text
pre-filtering, based on a fast ¢g-gram intersection of segments from the pattern P and the
text T'. Algorithms are proposed that perform exact pattern matching in O(u+mlog %) time

on average, and k-approximate matching in O(u + |X|log |X| + mTZ log 57 + ak) time on average
(a € u), where u = |T| is the size of the text, m = |P| is the size of the pattern, and ¥ is the
symbol alphabet.

1 Introduction

The pattern matching problem is to find the occurrence of a given pattern in a given text string.
This is an old problem, which has been approached from different fronts, motivated by both its
practical significance and its algorithmic importance. Matches between strings are determined
based on the string edit distance. Given two strings A : a;...a,, and B : b;...b,,, over an alphabet
Y., the exact string matching problem is to check for the existence of a substring of the text that
is an exact replica of the pattern string. That is, the edit distance between the substring of A
and the pattern should be zero. In the k-approzimate string matching, the task is to check if there
exists a substring Ag of A, such that the edit distance between A; and B is less than or equal to
k. Various algorithms have been proposed — for both exact and approximate pattern matching.
See (Navarro, 2001) for a recent survey.

With the sheer volume of data easily available to an ordinary user and the fact that most of this
data is increasingly in compressed format, efforts have been made to address the compressed pattern
matching problem. Given T a text string, P a search pattern, and Z the compressed representation
of T, the problem is to locate the occurrences of P in T with minimal (or no) decompression of Z.
Initial attempts on compressed pattern matching were directed at compresson schemes based on
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the family ( mir et al., 1 arach and Thorup, 1 ), where algorithms have been proposed
that can search for a pattern in an compressed text string in  ( log (%) ) time, where

P T , and Z . Bunke and sirik (Bunke and sirik, 1 ) proposed methods that
can search for patterns in run length encoded files in ), when is the length of the pattern
when it is compressed. In (Moura et al., 2000), ( ) algorithms were proposed for searching

uffman encoded files. Special compression schemes that facilitate later pattern matching directly
on the compressed file have also been proposed (Manber, 1 Shibata et al., 1 ).

Ithough there has been substantiatial work in compressed pattern matching, a recent survey
(Bell et al., 2001) shows that little has been done on searching directly on text compressed with
the Burrows Wheeler Transform (BWT). et, in terms of data compression, empirical evidence
(Burrows and Wheeler, 1 enwick, 1 Balkenhol et al., 1 ) shows that the BWT is
significantly better than the more popular based methods (such as and ), and
is only second to the M algorithm ( leary and Witten, 1 ). In terms of running time, the
BWT is much faster than =~ M , but comparable with based algorithms. So far, the ma or
reported work on searching on BWT compressed text are those of Sadakane (Sadakane, 2000) and

erragina and Manzini ( erragina and Manzini, 2000), who proposed ( log log ) and
( log ) time algorithms respectively, to locate all occurrences of P in T, where
0 1. owever, the methods are for pattern matching, and they considered only
exact pattern matching.
In this paper, we provide algorithms for solving both the exact pattern matching
problem and the k approximate matching problem directly on BWT compressed text.

urro s r ramns or

The BWT performs a permutation of the characters in the text, such that characters in lexi
cally similar contexts will be near to each other. The important procedures in BWT based com
pression decompression are the forward and inverse BWT, and the subsequent encoding of the
permuted text.

Given an input text ' 1 ... 4, the forward BWT is composed
of three steps: 1) orm  permutations of T by cyclic rotations of the characters in 7. The
permutations form a matrix , with each row in representing one permutation of T' 2)
Sort the rows of lexicographically to form another matrix . includes T as one of its rows

) ecord , the last column of the sorted permutation matrix , and , the row number for the
row in  that corresponds to the original text string 7T'.
The output of the BWT is the pair, ( ). Generally, the effect is that the contexts that

are similar in T are made to be closer together in . This similarity in nearby contexts can be
exploited to achieve compression. s an example, suppose T . et and denote
the array of and a characters respectively. Then, and

The output of the tranformation will be the pair: ( , ) (indices are from 1 to ).

The BWT is reversible. It is quite striking that given only the ( )
pair, the original text can be recovered exactly. The inverse transformation can be performed
using the following steps (Burrows and Wheeler, 1 ~ ): 1) Sort  to produce , the array of first
characters 2) ompute , the trans ormation ector that provides a one to one mapping between

the elements of and , such that . That is, for a given symbol 3, if

is the th occurrence of in , then , where is the th occurrence of in )

Generate the original text 7', since the rows in are cyclic rotations of each other, the symbol
cyclically precedes the symbol in T'. That is, cyclically precedes inT.



or the example with , we will have 1 21011 . Given and
, we can generate the original text by iterating with . This is captured by a simple algorithm:
T 1 12..., where ! and ! 1
In practical implementations, the transformation vector  is computed by use of two arrays of
character counts 1 , and 1 e wt 12...
where, for a given index, |, stores the number of occurrences in  of all the characters
preceding , the th symbol in X. keeps count of the number of occurrences of character
intheprefix 12 ... of . With |, we can use the relation between ,and  to avoid
the sorting required to obtain . Thus, we can compute in ( ) time.
ompression with the BWT is usually accomplished in four
phases, viz: b t mi rle lc, where b t is the forward BWT transform mt¢ is move
to front encoding (Bentley et al., 1 ) used to further transform for better compression (this
usually produces runs of the same symbol) rle is run length encoding of the runs produced by the
mt and Ic is variable length coding of the rle output using entropy encoding methods, such as
uffman or arithmetic coding.

ri o ur A roac

The motivation for our approach is the observation that the BWT provides a lexicographic ordering
of the input text as part of its inverse transformation process. The decoder only has limited
information about the sorted context, but it may be possible to exploit this to perform an initial
match on two symbols (a character and its context), and then decode only that part of the text
to see if the pattern match continues. We give our description in terms of the and arrays,
(i-e. the output of the b t transformation — before the mt and further encoding). The methods
can be modified to search directly on the encoded output.

Given and , we can obtain a set of bi-grams for the original text sequence T'. et and

be the set of bi grams for the text string T and the pattern P respectively. We can use these
bi grams for at least two purposes:

To search for potential matches, we consider only the bi grams that are in the
set . If the intersection is empty, it means that the pattern does not occur in the text,
and we don t need to do any further decompression.

We can generalize the bi grams to the more usual grams,
and perform gram intersection on and — the set of grams from 7" and P. t a second
stage we verify if the grams in the intersection are part of a true k approximate match to the
pattern.

Suppose T ab a a, and P a . We will have a aab, and
aaab . sing and , we can obtain the bi grams: a abb a a and aa
Intersecting the two, we see that only a a are in the intersection. or exact pattern matching,
a will be eliminated, and thus we will only need to check in the area in T that contains a, since
any match must contain a. Suppose we had P ab as the pattern, the intersection will produce
ab b , eliminating the other potential starting points in  that also started with a.

With only and , we can easily generate the bi grams, and all the other grams in T', ( ).
simple procedure that generates sorted grams is given below. We denote the sorted grams



as ( a ) which is a vector of length T of tuples of characters. bviously, (1
a ) and the lexicographically sorted matrix of all cyclic rotations of T'is  ( a ). We assume
. The symbol  denotes concatenation of character strings.

( ) 3V5 q)

If 2, the result will be the sorted bi grams. esults from the precedure for the first few values
of (withT  ab a a) are shown in the table below. The matrix is shown for convenience.
The procedure is () in the worst case.

ast ra n ration and int rs ction

Given , the gram generation procedure produces grams, where 12.... owever,
for a given pattern, we do not need every one of the ( ) possible grams that is generated.
The key to a faster approach is to generate the grams that are necessary, using the and
arrays. We call these grams that are necessary the permissible -grams — they are the only
grams that are permissible given , and the fact that matching can not progress beyond the
last characters in 7" and P.
Thus, the bi gram aa and the gram aab produced in the previous example, are not permissible.
urther, if we wish to perform exact pattern matching for a pattern P, where P , all we need
will be the length grams (i.e. the grams) in the text 7. The length grams (and
excluding the gram from the rotations of the text) are the permissible -grams. In general, we
have a total of 1 permissible grams for a length text. The ma or problems are to find
cheap ways to generate the grams from 7', and then how to perform the intersection quickly.

The inverse BWT transformation is defined as: 1 T 1 , where
( times) and ! . Since is ust one more indirection on , we
can reduce the time required by storing the intermediate results, to be used at the next iteration

1



of the loop. Since is already sorted, and , we can use a mapping between T

and , (rather than ), so that we can use binary search on . We can use an auxiliary array
(or its reverse to hold the intermediate steps of the indexing using : 12...
,and T 1 or ( ),and T
The mapping vectors are shown below for T ab a a, T . is an index

vector to the elements of in sorted order.

(also ) represents a one to one mapping between and 7. By simply using and
we can access any character in the text string, without using T itself — which is not available
without complete decompression. Therefore, there is a simple algorithm to generate the grams,
for any given : 1 w1, ce- 1

These grams are not sorted. owever, we can obtain the sorted grams directly by picking

out the s according to their orderin |, and then use to locate them in 7. The index vector
provides information about the ordering, and is defined such that: T
We make the following claim:

-grams 1 enT 1 ... y trans ormed ith
the the arra o rst characters and  the index ector to the sorted orm o the indices
mn oran 1 the set o permissible -grams can be generated in constant time

and constant space

The availability of and implies constant time access to any area
in the text string 7'. Notice that the wused in the previous description is simply an index on the
elements of 7.

We present different fast gram intersection algorithms as a series of refinements on a basic
algorithm. The refinements are based on the nature of the different arrays used in the BWT
process, and the new transformation vectors previously described.

et . We call , the set o matching -grams. or each gram, we use
indexing on  and to pick up the required areas in 7', and then match the patterns. To
compute , we need to search for the occurrence of each member of in . This will
require a running time proportional to ( 1)( 1)). This will be () on average,

and ( ) worst case.

We can improve the search time by using the fact that is already sorted. ence, we can use
binary search on  to determine the location (if any) of each gram from . This will reduce
the time to search for each gram to log( 1) time units, giving an  ( ( ) log( )



time for the intersection. The average time will be in ( log ), while the worst case will be in
2
(*log*)  ( log ).

With the sorted characters in , we can view the  array as being divided into ¥ dis oint
partitions, some of which may be empty: 1 , where the operation maintains
the orderingin . The size of , the th partition, is simply the number of occurrences of the th
symbol in the text string, T'. This number can be pre computed by using , the count array used in
constructing from  (see section 2). et . Then, 1 1 1
and 3 . Similarly, for P, we have equivalent ¥ dis oint partitions. , the
th partition contains the grams in that start with the th symbol. et . et
be the number of grams in that started with distinct characters — simply, the number

of non empty partitions in . Thus, 1 and 3.

We note that a gram in one partition in , say ( ), can only match a gram in the
corresponding partition in , (i.e. a gram in ). Thus, we can limit the search to within only
the relevant partition in . 1so, we only need to do the search for the first character
for each distict symbol in . The running time will be in:  ( log( ) ), where

1, and . Since we already know |, the size of each partitionin
instead of doing a sequential search until the end of the current partitionin , we do a binary search.
With this, the time for gram intersection can be reduced to: ( log( ) log ).

further modification is based on the observation that we can obtain not only , but also the
starting position of each distinct character in  using the count array, . Since both  and
are sorted in the same order, we can determine the start position () and end position ( ) of
each character partition in by using . We could compute and as needed, or we can
pre compute them and store in 2 ¥ space. This reduces the first term in the complexity figure for
, leading to a running time of ( log ¥ log ). We summarize
the foregoing with the following lemma:
-gram . tenT 1 ... o trans ormed ith the P
1 ... m on alphabet ith e i-probable s mbols ¥ 1 and the arra s
and per orms -gram intersection in (X log X ( )log %) time on
a erage and (X log & log %) orst case
We omit the proof. omapared to , the improvement in speed produced by
lgorithm  can be quite significant, since typically % (e.g. for N sequences, or binary
strings with and ). We conclude the discussion on exact pattern matching with the following;:
1 en a text string

T 1 «.. 4 a pattern P 1 --- m oand an alphabet ith e i-probable s mbols ¥
1 et Z be the otpt hen istheinp t here is an algorithm
that can locate occ rrences o P in T sing onl Z (ie itho t Il decompression ) in
( log %) time on a erage andin ( log ¥ log ) orst case
. The proof is based on two facts: 1) or exact pattern matching,
and 1 2) We need to consider partition in | since we have a single non empty
partition in . That is, the partition in  that starts with symbol P 1. The (u) time in the

theorem is needed to compute the arrays.



The worst case extra space for the algorithms above isin  ( ).

We can improve the running time above by observing that during gram intersection with a
length substring of the pattern, a mismatch for any gram prefix of the substring ( ) implies
that completing the symbol comparison for the gram cannot lead to a successful match. Thus,
we can terminate the match more intelligently by stopping the matching whenever a mismatch
has occurred. This means that, during the binary search used in the gram intersection, we do
not really need to perform all the symbol by symbol comparisons, as was done in .
Therefore is guaranteed to perform better than on average, although
their worst case behavior will be the same.

A roi1i at att rn atc in

There are two phases in our approach. In the first phase, we locate areas in the text that contain
potential matches by performing some filtering operations using appropriatel si ed grams. In
the second phase, we verify the results that are hypothesized by the filtering operations. The
verification stage is generally slow, but usually, it will be performed on only a small proportion of
the text. Thus, the overall performance depends critically on the number of hypothesis generated.

The first phase is based on a known fact in approximate
pattern matching;:

k i en atextT
a pattern P ( P) and k or a k-approximate match o P to occ rin T there m st exist at
least one -length block o s mbols in P that orm an to some -length s bstring in
T  here -

This is trivially the case for exact pattern matching, in which £ 0, and hence . With
the lemma, we can perform the filtering phase in three steps: 1) ompute , the minimum block
size for the grams. 2) Generate and , the permissible grams from the text 7', and the
pattern P, respectively. ) erform gram intersection of and

et , and . et be the th matching gram, et
be the th character in , 12.... urther,let be the index of the first character
of in the array of first characters, . That is, , if 1. We call

the matching -grams ot k. Its size is an important parameter for the next phase.
By , theindices and ~ can be generated in (1) time. By the same lemma,
step 2 above can be done in constant time and space. The cost of step , will grow slower than
m—i log . The time for hypothesis generation is simply the time needed for gram intersection,

where is given by . lugging these into the analysis for , we have the
following;:

k ienT 1 ... 4 trans-

ormed ith the P 1 --- m on alphabet X 1 and the arra s

a et k be gi en he h pothesis phase can be per ormed in time proportional to

log(¥) 7 log
ere, we need to verify if the blocks that were hypothesized in
the first phase are true matches. The time required will depend critically on . We perform the

verification in two steps: 1) sing and  determine the matching neighborhood in T for each



block in . The maximum size of the neighborhood will be 2k 2) Verify if there is a
k approximate match within the neighborhood.

et be the neighborhood in T for , the th matching gram. et be the position in

T where starts. That is, S . The neighborhood is defined by the left and
right limits: and viz: k k1 1 otherwise k
k otherwise. ence, the th matching neighborhood in T is given

by: T . Thus, 2k 12 ... . We then obtain a set of
matching neighorhoods 1 . . Verifying a match within any given can be

done with any fast algorithm for k approximate matching, for instance, kkonens (k ) algorithm
( kkonen, 1 ). The cost of the fist step in the verification will be in (). The cost of the
second step will thus be in  ( &( 2k)) ( k() ( k).

etT abaaand P ba , withk 1. Then, 2, and permissible
grams will be a b a, aba b a a , yielding 1 a b a,and
1 1... 2 ... .
Matches will be found in ; and at positions 1 and 2 in T, respectively.
We conclude this section with the following theorem:

k i en a text string
T 1 --- 4 G pattern P 1 --- m and an alphabet ith e i-probable s mbols ¥
1 et Z be the otpt hen istheinp t here is an algorithm
that can locate k-approzimate matches o P inT sing onl Z (ie itho t Il decompres-
sion nor ith o -line index str ct res)in ( X log ¥ m? log % &k ) time on a erage
( ) andin (k Y log © m—210g X)) orst case

nce again, we omit the proof for brevity. With the gram approach, we can treat exact
pattern matching as no different from k approximate pattern matching. We ust have k£ 0, and
hence no verification stage.

r i inar su ts
To evaluate the proposed algorithms, we compared their performance with that of , the stan
dard pattern matching algorithm. Tests were performed on a Sun workstation using

1 selected files from the anterbury and algary corpora. The files used were:

. Table 1 shows the average result from all 1 files.

While and typically used fewer comparisons for a given pattern, still used
a much smaller time for the search. The algorithm usually gave the worst search time, while
the is about times slower than

The difference in search time can be attributed to the fact that is a production system
that has been highly optimized. nother reason is the overhead required by and to
compute the auxiliary arrays and to perform the necessary lookups using the arrays. The overhead
increases with increasing text size. In fact, the overhead seems to dominate the overall search
time. or instance, to search for the pattern patternmatchinginbwtcompressedtext in the file

(1 20 characters), the overhead time was 0.2 seconds for and 0.21 seconds for
, while the search time was less than 0.01 seconds and 0.0 seconds respectively. used
0.000 seconds. Time for did not include the time to decompress the compressed file.

esults for approximate pattern matching will be included in the final version of the paper.



attern Time (s) m Time(s) m Time(s) m
(200 runs) (200 runs) (200 runs)
for 2 2.0 2 1 .00 2.21 11
this 11 0.0 22 1 .2 112 . 2
about 0.1 1 2.0 21 02
interest 11 0. 1 2.2 1 11.
information 11 ] 20 0. 111 2. 10 12. 12 1
transmission 12 2 0.2 11 2.1 12 1. 100
patternmatching 0 0.1 0 0. 20 201
inbwtcompressedtext

Table 1: verage performance using 1 files from the anterbury and algary corpora. verage

ul02 number of occurrence number of character comparisons. is a
standard pattern matching algorithm (Wu and Manber, 1  2) corresponds to
in section . , while corresponds to
onc usion

Ithough the performance of the BWT has made it an important addition to the long list of text
compression algorithms, very little has been reported in searching directly on text compressed with
the BWT. The BWT with its sorted contexts however provides an ideal platform for compressed
domain pattern matching. This paper has described algorithms for exact and approximate
pattern matching directly on BWT tranformed text.

The proposed algorithms could be further improved. or instance, the space requirement
could be reduced by considering the compression blocks typically used in BWT based compression
schemes, while the time requirement could be further reduced by using faster pattern matching
techniques for the gram intersection. ne way to reduce the relatively high overheads will be
to consider pattern matching on blocked BWT compressed files, since these will typically involve
smaller text sizes. We note that the methods as described basically operate on the output of the
BWT transformation stage. ne challenge is to extend the approach to operate beyond the BWT
output, i.e. after the later encoding stages in the BWT compression process.
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